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Executive summary
This document describes the results of the verification tests on the Unified Speech and Audio Coding (USAC) JAME software. JAME is a collaborative project within MPEG to improve the performance of the USAC Common Reference Encoder. Verification tests were conducted to assess the subjective quality of the JAME encoder as compared to a USAC reference quality encoder and the MPEG USAC Reference Software encoder. For all USAC coders, the operating mode was monophonic at the bitrates 12 kb/s, 16 kb/s and 24 kb/s. The test included signals representative of the three content categories of speech, music, and speech mixed with music. Five test sites participated in the test.
A statistical analysis of the test data resulted in the following main conclusions, when averaging over all test items and all test sites:
· The JAME encoder has significantly better quality than the Reference Model Encoder (RME). JAME had a mean score that was 30 to 35 MUSHRA points higher than the RME. 
· The JAME encoder has slightly lower quality than the Reference Quality Encoder (RQE). JAME scored 2 points lower at 12 kb/s and 7 points lower at 16 kb/s and 24 kb/s. At 16 kb/s and 24 kb/s both JAME and the RQE scored in the MUSHRA “Good” range.
Introduction
The Unified Speech and Audio Coding (USAC) technology [1] was developed to facilitate coding of signals having an arbitrary mix of speech and music content with consistent quality across content types. It particularly emphasizes coding in the intermediate to low range, from 32 kb/s for stereo to 12 kb/s for mono signals. 
MPEG standards specify a bitstream format and a decoding process. The encoding process is constrained only to the extent that an encoder must produce a conformant bitstream. Hence, MPEG Reference Software consists of a normative decoder and an example encoder.  The development of an MPEG Audio standard typically begins with selecting the best of the responses to a Call for Proposals (CfP). Further collaborative development is done using the Core Experiment (CE) process, in which a proprietary encoder (typically that of the proponent winning the CfP) may be used. 
Several source code platforms were used in developing the USAC standard.  The winning technology submission to the USAC CfP must make available to MPEG the source code for an example encoder and a normative decoder. However, the winning proponent is not required to make available the source code of their proprietary encoder that demonstrated the winning level of performance. This proprietary encoder will be referred to as the Reference Quality Encoder (RQE). 
The example USAC encoder, which will be referred to as the Reference Model Encoder (RME), is a component of the USAC Reference Software and is freely available from ISO. Since the RME is only required to produce a conformant bitstream, its performance, in terms of subjective quality, was not measured and it was not expected to approach that of the RQE. The normative USAC Decoder source code is an implementation of the specification and is also a component of the USAC Reference Software. The RQE, the RME and of course the normative decoder code base all evolved over the course of development of the standard.
The JAME project was undertaken to create a USAC encoder code base that would deliver a performance, in terms of subjective quality, that approached that of the RQE. It was a collaborative project open to all MPEG experts, hence it is also referred to as the USAC Common Encoder. This document reports on the subjective quality achieved by the JAME code base.
Test Details
1.1 Systems under Test and Operating modes
The goal of this Verification Test is to assess the performance of the USAC Common Encoder, or JAME, in the context of the performance of the best known USAC encoder, RQE, and the USAC example encoder, RME.
The tests were conducted at three operating points: 12 kb/s, 16 kb/s and 24 kb/s when coding monophonic signals. The performance at these operating points was evaluated in two distinct tests: the first test assessed the 12 kb/s rate and the second test assessed the 16 kb/s and 24 kb/s rates.  The tests were conducted over two distinct time intervals, both near the very end of the standardization process. The systems under test for the 16 kb/s operating point are shown in Table 1 and systems under test for the 16 kb/s and 24 kb/s operating points are shown in Table 2. While the software versions of RQE, JAME and RME are slightly different (as indicated in Table 1 and Table 2), the two versions of each encoder are not expected to have significant differences in performance.
All USAC systems under test conformed to the Baseline Profile, which excludes the time-warped filterbank, DFT-based harmonic transposer and fractional delay decorrelator tools.
[bookmark: _Ref209079093]Table 1 – Systems under test in the 12kb/s mono test, TEST12
	System under Test
	Label

	RQE as RM10 decoded waveforms
	RQE_12

	JAME 1.10.9
	JAME_12

	RM10
	RME_12

	Unprocessed test items
	Ref

	3.5 kHz low-passed version of test items
	Lp35


[bookmark: _Ref209079180]
[bookmark: _Ref335394954]Table 2 – Systems under test in the 16 kb/s and 24 kb/s mono test, TEST1624
	Description
	Label

	RQE as RM12 decoded waveforms
	RQE_16

	JAME 1.13.2
	[bookmark: _Ref209079103]JAME_16

	RM13
	RM_16

	RQE as RM12 decoded waveforms
	RQE_24

	JAME 1.13.2
	JAME_24

	RM13
	RM_24

	Unprocessed test items
	Ref

	3.5 kHz low-passed version of test items
	Lp35


1.2 Test Methodology
The MUSHRA test methodology [2] was used for both tests. The MUSHRA test uses descriptive labels to anchor the 0 to 100 point evaluation scale, as shown here:
  
	MUSHRA Score Range
	Descriptor

	0 – 20
	Bad

	20 – 40
	Poor

	40 – 60
	Fair

	60 – 80
	Good

	80 – 100
	Excellent


Test Items
Twelve monophonic test items were used for both tests, with four in each of the content categories of speech (S), mixed speech and music (S+M), and music (M). These are the same items as were used in the USAC Call for Proposals. Table 3 lists the items used in the tests. 
[bookmark: _Ref335400399]Table 3 – Test items
	Category
	Item

	S
	es01

	S
	louis_raquin_15 

	S
	Wedding_speech 

	S
	te1_mg54_speech 

	S+M
	twinkle_ff51 

	S+M
	SpeechOverMusic_1 

	S+M
	SpeechOverMusic_4 

	S+M
	HarryPotter 

	M
	Salvation

	M
	te15 

	M
	Music_1 

	M
	Music_3 


Test Sites
Five test sites participated in the two tests, although all sites did not participate in all tests. For each test, the test sites and the number of subjects participating is show in Table 4. All subjects were expert listeners.
[bookmark: _Ref209073331]Table 4  – Test sites and number of subjects participating in each of the tests
	Test
	Site
	Label
	Number of subjects

	Test12 (12 kb/s)
	ETRI
	ETRI
	8

	
	Yonsei
	Yonsei
	7

	
	Orange Labs
	OL
	8

	
	Total 
	
	23

	Test1624 (16 and 24 kb/s)
	ETRI
	ETRI
	9

	
	FhG
	FhG
	8

	
	VoiceAge
	VoiceAge
	10

	
	Yonsei
	Yonsei
	10

	
	Total
	
	37


Statistical Analysis
1.3 Listener post-screening
Post-screening was applied to the test data. If a subject’s response for any test item is such that:
· The score for the hidden reference was less than 90
· The score for the 3.5. kHz low pass filtered items was greater than that of the reference
Then all data for that subject was removed from that test.
Based on this procedure, no data was removed from either test.
1.4 Analysis procedure
The statistical analysis was done using an Excel spreadsheet Pivot Table. The spreadsheet with all raw data is available in the zip archive of this document.
The assumption that pooling of data from the test sites was appropriate was checked by an Analysis of Variance (ANOVA) in which the ANOVA model residuals were checked to confirm approximate Normal distribution and constant variance across factor levels (i.e. across the various test sites). This assumption was confirmed and the supporting data is presented in Annex 2. 
All performance results are presented as mean scores and associated 95% confidence intervals on the mean. The confidence interval calculation assumes a Student t distribution. 
Overall Results
Figure 1shows the test results, as mean score and associated 95% confidence interval (vertical stroke), for the JAME, RQE and RME encoders. There are four panels in the figure, the three leftmost show the performance of the JAME, RQE and RME systems when considering only the signal content categories Speech, Music and Mixed, respectively. The rightmost panel shows the performance when considering all signals together (All). The vertical axis is the MUSHRA score, on a 0 to 100 scale and the horizontal axis is the coding bitrate, 12 kb/s, 16 kb/s or 24 kb/s.  Table 5 and Table 6 give the performance data as numerical data for the JAME, RQE and RME systems and the anchor systems “ref” and “lp35.”
When considering each content type (Speech, Music, or Mixed speech and music) or when considering all content types combined (All), the performance of the JAME encoder is significantly better than that of the RME. As shown in Table 7, the margin of superiority is very large – typically more than 30 MUSHRA points, and at 24 kb/s it is more than 35 MUSHRA points.  Hence the JAME code base is a significantly better platform to use as a baseline for possible USAC implementations. 
[bookmark: _Ref335226752][bookmark: _Ref335400713]Figure 1 – The four panels show the results as averaged over all items in the categories Speech, Music, Mixed (speech and music), and All (all categories together). Each panel shows the mean score and associated 95% confidence interval for the bitrates 12 kb/s, 16 kb/s and 24 kb/s for coding the monophonic items.
[image: ]

[bookmark: _Ref335395552][bookmark: _Ref335228334]When considering each content type (Speech, Music or Mixed speech and music) or when considering all content types combined (All), the performance of the JAME encoder is close to that of the RQE. Table 8 shows that the difference between the mean scores for the RQE and the JAME encoder is never more than 10 MUSHRA points and at two 12 kb/s operating points the mean score for JAME is slightly better than that of the RQE. At or above 16 kb/s, both are in the MUSHRA “Good” range.

Table 5 – Mean and 95% CI for 12 kb/s test, for each content category and for all content categories combined.
	
	Speech
	Music
	Mixed
	All

	Sys
	High
	Low
	Mean
	High
	Low
	Mean
	High
	Low
	Mean
	High
	Low
	Mean

	RQE_12
	61.3
	54.0
	57.7
	62.4
	55.6
	59.0
	56.1
	49.2
	52.7
	58.5
	54.4
	56.4

	Jame_12
	61.9
	54.5
	58.2
	54.5
	47.3
	50.9
	57.2
	50.7
	53.9
	56.4
	52.3
	54.3

	RME_12
	23.9
	17.3
	20.6
	27.0
	20.0
	23.5
	23.5
	17.0
	20.3
	23.4
	19.6
	21.5

	ref
	100.0
	100.0
	100.0
	100.1
	99.7
	99.9
	100.0
	100.0
	100.0
	100.0
	99.9
	100.0

	lp35
	30.6
	24.5
	27.5
	29.7
	23.4
	26.6
	28.8
	23.1
	26.0
	28.4
	25.0
	26.7



[bookmark: _Ref335395562][bookmark: _Ref335400739]Table 6 – Mean and 95% CI for 16 kb/s and 24 kb/s test, for each content category and for all content categories combined.
	
	Speech
	Music
	Mixed
	All

	Sys
	High
	Low
	Mean
	High
	Low
	Mean
	High
	Low
	Mean
	High
	Low
	Mean

	RQE_16
	72.8
	68.3
	70.6
	70.9
	66.2
	68.6
	71.5
	67.2
	69.4
	70.8
	68.2
	69.5

	RQE_24
	80.8
	77.1
	78.9
	78.0
	74.6
	76.3
	78.9
	75.2
	77.0
	78.5
	76.4
	77.4

	Jame_16
	68.7
	63.6
	66.2
	63.0
	58.0
	60.5
	62.8
	57.9
	60.4
	63.8
	60.9
	62.4

	Jame_24
	70.5
	65.7
	68.1
	72.4
	67.8
	70.1
	74.2
	69.7
	71.9
	71.4
	68.7
	70.0

	RME_16
	30.5
	25.8
	28.1
	31.2
	26.1
	28.6
	30.3
	25.5
	27.9
	29.6
	26.8
	28.2

	RME_24
	33.5
	28.3
	30.9
	37.5
	32.1
	34.8
	36.7
	31.4
	34.1
	34.8
	31.7
	33.3

	ref
	100.0
	100.0
	100.0
	100.0
	100.0
	100.0
	100.0
	100.0
	100.0
	100.0
	100.0
	100.0

	lp35
	26.8
	23.6
	25.2
	27.9
	24.1
	26.0
	26.7
	23.6
	25.2
	26.4
	24.5
	25.5



[bookmark: _Ref335233736]Table 7 – Performance advantage of JAME over RME, as quantified by difference between mean MUSHRA score of JAME and RME
	Bitrate (kb/s)
Category
	12
	16
	24

	Speech
	38
	38
	37

	Music
	27
	32
	36

	Mixed
	34
	32
	38

	All
	33
	34
	37



[bookmark: _Ref335228559]Table 8 – Performance advantage of RQE over JAME, quantified as difference between mean MUSHRA score of RQE and JAME
	Bitrate (kb/s)
Category
	12
	16
	24

	Speech
	-1
	4
	7

	Music
	8
	8
	6

	Mixed
	-1
	9
	5

	All
	2
	7
	7



Based on the test results we can make the following statements:
· At all operating points (12 kb/s, 16 kb/s and 24 kb/s) for each content category (Speech, Music and Mixed) and for all content categories together (All), the mean score of the JAME encoder is higher than that of the Reference Model Encoder (RME), at the 95% level of significance. Furthermore, the difference between the mean scores is very large, ranging from 27 to 38 MUSHRA points.
· At the 16 kb/s and 24 kb/s monophonic operating points for the Music and Mixed content categories and for all content categories together (All), the mean score of the Reference Quality Encoder (RQE) is higher than that of the JAME encoder, at the 95% level of significance.
· At the 24 kb/s monophonic operating point for the Speech category, the mean score of the Reference Quality Encoder (RQE) is higher than that of the JAME encoder, at the 95% level of significance.
· At the 12 kb/s monophonic operating point for the Music category, the mean score of the Reference Quality Encoder (RQE) is higher than that of the JAME encoder, at the 95% level of significance.
· At the 16 kb/s monophonic operating points for the Speech content category, the mean score of the JAME encoder is not different from the mean score of the Reference Quality Encoder (RQE), at the 95% level of significance.
· At the 12 kb/s monophonic operating point for the Speech and Mixed content categories, or for all content categories together (All), the mean score of the JAME encoder is not different from the mean score of the Reference Quality Encoder (RQE), at the 95% level of significance. 
Conclusions
There are three main conclusions from this study. First, the test results show that when considering all content categories together, the JAME encoder has performance that is comparable that of the Reference Quality Encoder (RQE) at 12 kb/s and is very close to that of the Reference Quality Encoder (RQE) at 16 kb/s and 24 kb/s (i.e. within 7 MUSHRA points). 
Second, the test results show that performance of the JAME encoder is always very much superior to that of the MPEG Reference Model Encoder (RME). This is true when considering each content type (Speech, Music or Mixed speech and music) and when considering all content types together (All). The margin of superiority is very large – typically more than 30 MUSHRA points. At 24 kb/s the advantage is more than 35 MUSHRA points.  
Finally and most importantly, the objective of the JAME encoder project has been accomplished: to provide a high-performance USAC code base. The JAME program source code will be publicly available as part of the USAC Reference Software [3] and the JAME code base will be a very good platform to use as a baseline for most USAC implementations.
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Per Item Statistical Results
Figure A.1 and A.2  show the test scores for each test item when data for all test sites are combined. The figures show the average MUSHRA score and the associated 95% confidence interval for each system under test for each test item.
Based on the statistical analysis at 12kbps, the JAME encoder is
· Statistically better than the Reference Model Encoder for all test items.
· Statistically equivalent to the Reference Quality Encoder for 11 of the 12 test items.
· Statistically worse than the Reference Quality Encoder for 1 of the 12 test items.
Based on the statistical analysis at 16kbps, the JAME encoder is
· Statistically better than the Reference Model Encoder for all test items. 
· Statistically equivalent to the Reference Quality Encoder for 10 of the 12 test items
· Statistically worse than the Reference Quality Encoder for 2 of the 12 test items
Based on the statistical analysis at 24kbps, the JAME encoder is
· Statistically better than the Reference Model Encoder for all test items.
· Statistically equivalent to the Reference Quality Encoder for 7 of the 12 test items
· Statistically worse than the Reference Quality Encoder for 5 of the 12 test items


1
[image: ]
Figure A.1. Listening test results, absolute scores, each item at 12kbps, 16kbps and 24kbps (first 6 test items) 
[image: ]
Figure A.2. Listening test results, absolute scores, each item at 12kbps, 16kbps and 24kbps (last 6 test items)

ANOVA  - verification of model assumptions
Introduction
The purpose of performing an Analysis of Variance (ANOVA) on the test data is to confirm two assumptions:
· That test data from the test sites can be pooled.
· That parametric statistics is an appropriate analysis method for the test data.
An ANOVA fits a linear model to the data. The test data was analyzed using R [A2.1] and the model used was (neglecting subscripts):
Score = Lab + Signal + System + Lab*System + Error
Where
Score is the subject score
Lab is the test site
Signal is the test item
System is the system under test
Lab*System is the interaction between Lab and System under test
Each of Lab, Signal and System are factors, and their levels are the test site labels, the test item labels and the system under test labels, respectively. An interaction between two factors, i.e. Lab*System, models the extent that the Lab effect is dependent on the System level. The ANOVA model permits the explicit accounting for bias associated with each factor level and thereby reduces the variance of the remaining error, or model residual. 
It is assumed that data from various test sites participating in a test can be pooled if the error variance associated with data from each of the test sites is approximately Normally distributed and has approximately the same variance. This assumption is tested using a boxplot. 
It is assumed that parametric statistics can be used if the model error is Normally distributed. This assumption is tested by examining a histogram of the model residuals and a Normal Probability Plot of the model residuals.
In order to not distort the error distribution, the data associated with the hidden reference (ref) and the 3.5 kHz low pass filtered reference (lp35) was excluded from the analysis. The reason is that in this test the “ref” and “lp35” systems are always or nearly always correctly identified by the subject. The MUSHRA methodology mandates that the score for the identified hidden reference be 100, and so the variance for “ref” is nearly or exactly zero. The subjects often score the low-pass anchor at the same low value and so the variance for “lp35” is very much lower than the variance of the rest of the systems under test. 
12 kb/s Test (Test12)
A box plot for the 12 kb/s test data is shown in the following figure. The three boxes arranged across the horizontal axis are associated with the three test sites, labeled ETRI, OL and Yonsei. The vertical axis is the residual relative to the grand mean score, in MUSHRA points. 
The box encloses the upper and lower quartiles of the distribution; the dark line inside the box indicates the median of the distribution; the whiskers indicate the point in the distribution that is  0.75 times the quartile distance beyond the inner quartiles; and the circles indicate outlying data beyond the whisker values. 
Since the median value is in every case very nearly centered within the box height, and since the height of each box (i.e. the extent of the inner quartiles) is approximately equal (to within a factor of two), we can assume that the residuals associated with each test site are approximately Normally distributed with equal variance. Hence, pooling of data from the test sites is appropriate. 
[image: C:\Documents and Settings\srq\Desktop\ScreenHunter_08 Sep. 13 12.09.gif]

The following figure shows a histogram of the residuals obtained from the ANOVA model for the 12 kb/s test data. The red curve shows the best fit of a Normal curve to the histogram data. It is clear that the distribution of the residuals is close to Normal and so parametric statistics are appropriate.
[image: C:\Documents and Settings\srq\Desktop\ScreenHunter_09 Sep. 13 12.21.gif]

A more sensitive measure of the Normality of a distribution is obtained by using a Normal probability plot, as shown in the following figure for the 12 kb/s test data. If the distribution is exactly Normal then the data plot (the circles in the figure) lie exactly on a straight line (which is plotted in red). It is clear that the distribution of the residuals is close to Normal and so parametric statistics are appropriate.
[image: C:\Documents and Settings\srq\Desktop\ScreenHunter_11 Sep. 13 12.31.gif]
16 kb/s and 24 kb/s Test (Test1624)
A box plot for the 16 kb/s and 24 kb/s test data is shown in the following figure. The four boxes arranged across the horizontal axis are associated with the four test sites, labeled ETRI, FhG, VoiceAge and Yonsei. The vertical axis is the residual relative to the grand mean score, in MUSHRA points. 
Since the median value is in every case very nearly centered within the box height, and since the height of each box is approximately equal (to within a factor of two), we can assume that the residuals associated with each test site are approximately Normally distributed with equal variance. Hence, pooling of data from the test sites is appropriate.
[image: C:\Documents and Settings\srq\Desktop\ScreenHunter_12 Sep. 13 12.37.gif]
The following figure shows a histogram of the residuals obtained from the ANOVA model for the 16 kb/s and 24 kb/s test data. The red curve shows the best fit of a Normal curve to the histogram data. It is clear that the distribution of the residuals is close to Normal and so parametric statistics are appropriate.
[image: C:\Documents and Settings\srq\Desktop\ScreenHunter_14 Sep. 13 12.40.gif]
A more sensitive measure of the Normality of a distribution is obtained by using a Normal probability plot, as shown in the following figure for the 16 kb/s and 24 kb/s test data. If the distribution is exactly Normal then the data plot (the circles in the figure) lie exactly on a straight line (which is plotted in red). It is clear that the distribution of the residuals is close to Normal and so parametric statistics are appropriate.
[image: C:\Documents and Settings\srq\Desktop\ScreenHunter_15 Sep. 13 12.41.gif]
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Test12: Box Plot for Test Sites
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Test1624: Box Plot for Test Sites
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